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CXL: The Evolution of a Memory Fabric
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CXL 1.1: Memory Expanders (within the server platform)

Remarkable benefits:

* One interface, any type of media = easy migration to future gen servers
 DDR5, DDRA4, Flash, or hybrid

 SERDES-based “Serial” Memory
* Bandwidth efficiency per wire better than DDR
 CXLis serial, however the memory modules
are still standard parallel DDR

* Serviceable
* Hot-plug, managed removal

EDSFF (e.g., E3.S 2T) Memory Cartridge AIC (Add-In Card) / CEM
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Memory Expanders are useful for mixing different memory media types

DDR5 CPU + DDR4 Memory Expander, Recycling DDR4 DIMMs from retired servers (Marvell, Meta)
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But otherwise, Memory Expanders are practically useless

DDR5 DIMM Expensive “DDR5 DIMM”

Same capacity, bulkier form-factor
Slower
Same memory stranding effects

$

Broad market Niche market

$
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If you just need more memory/bandwidth within the server?
Get another CPU

Memory expander: Extra CPU (1S>2S):
Fewer memory channels (1,2,4) *  More memory channels (8,12,16)
* Lower bandwidth * Higher bandwidth
Dominant NUMA behavior — it really feels “remote memory” e Better NUMA behavior
even though it is physically local within the server * Comparable power efficiency

L ] L ]
Unifabri>¢ © 2026 UnifabriX Ltd. Confidential Information



CXL 2.0: Memory Pooling

Switch + Memory Expanders (outside the server platform)

Memory Pool

(built with CXL Switch + Mem Expanders)
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Same issues remain:

 Fewer memory channels (1,2,4)
 Lower bandwidth

* High latency
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CXL 2.0: Memory Pooling

Switch + Memory Expanders (outside the server platform)
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CXL Memory Expander

Can we make it better?

YES!

Replace it with a CPU
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Memory Switch Architecture:
Displacing the CXL switch and Memory Expanders

Memory Pool

(built with FPUs and mainstream CPUs)
Server CPU

R tirm | s
Server CPU Retimer
Server CPU Retimer

Server CPU Retimer
CPU
Server CPU Retimer (one or more)
Server CPU Retimer
Server CPU Retimer
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1
1
\
Server CPU Retimer / B ‘

. .  Many memory channels
Unifabri>< * High bandwidth

FPU (Fabric Processing Unit) Silicon « Low latency
Software-defined abstraction point

for memory pooling, sharing, disaggregation *Patented technology
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Show me the numbers!

Bandwidth: FPU/CPU Architecture vs. CXL Switch + Memory Expanders

Bandwidth
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CXL x16 port
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Latency Breakdown

CPU-to-CPU Communication via FPU

\

Core
Consumer

~100ns

CXL Link
to Host

Serving
CPU

\ 1-Hop NUMA \”150ns

/

Serving CPU: Large Cache \"’195ns

N

Pooled Memory \"'290ns
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Example: Read Transaction from the Memory Pool

CXL.mem ﬂ CXL.cache ]
CPU.1 FPU CPU.2
CXL.mem M2S Request
MemOpcode(Mede*) Ta
,Tag(p.1.1), A
FPU Abstraction Point: P AddressiAs.Ly Opcode(Rcl(c:XLcaChe P2H Request

HDM/NUMA urr), CQID(q.2.1), Address(As.2.1)

CXL.mem S2M DRS .
Opcode(MembData), Tag(p.1.1), Data(*Data.1*) L'— CXL.cache H2D Data
| cqiD(q.2.1), Data(*Data.1%) %
Patented technology
CPU.1 CXL. FPU CPU.2 ° 93 patentS
. -mem M2S Request MemOpcode(Me )
’ de* . .
STPTVpelSnaData), etaFicd(io) Metavalue(s and patent applications
28(p.4.1), Address(As.4.1) ' CXL.cach :
- . e D2H Request
Opcode(RdShared), €Qlb(q.3.1), Address(AS.3.1) ( pe n d In g)

EPUhIntcen;-bas:d“,'ll'ranslat;%ns:_ CXL.cache H2D Data CQID(q.3.1), Data(*Data.2*)

ache-Coherent Memory Sharing OXLmemS2MDRS )
Opcode(Membata), Tag(p-4.1), Data(*Data-2 ) CXL.cache H2D Response CQID(q.3.1), GO-S
. EE N ———
<__-C-XT..-m-e:n-S-2-l;/II-NDR Opcode(Cmp-S), Tag(p-4-1)
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Can we build a memory pooling solution for GPUs?

Memory Pool
(built with CXL Switch + Mem Expanders)
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Fabric-Independent Scale-up Memory Switch

Scale-up Memory

Al Platform  [NGPUJACE UALink <> £ )

ESUN/SUE UALink <%

Al Platform GPU/Acc
ESUN/SUE

Al Platform GPU/Acc

Al Platform GPU/Acc

CPU

e o - - - - - - ——————

Server CPU W - (one or more)

CH{L
Server CPU w

CXAL
Server CPU Retimer

CxL !

1

Server S Retimer / \ UnifabriX Scale-up Memory Switch

Unifabri><

FPU (Fabric Processing Unit) Silicon

Software-defined abstraction point
*Patented technology
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UnifabriX Scale-up Memory Switch

Powered by UnifabriX silicon, FMS’25 Award for Most Innovative Technology

Fabric Independent

Memory Pooling

WU

Adaptive Memory Sharing
Transactional Switch

Large Address Space

Server-Grade RAS
Link Redundancy \

Mirroring and Striping

Scale-out: Scale-up:
Network Ports Fabric Ports

All product names, brands, logos and trademarks are property of their respective owners. Features vary by product SKU and software licenses.

Standard 2U FF

Most Innovative Technology

UALink CXL ESUN O o

Networks

GPUs ([ CPUs xPUs
OSFP Cabling

UnifabrixX
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Scale-Up Memory Fabric for Al

Memory Tray

Compute Tray m \
Compute Tray m :
Memory Tray |
Compute Tray m Memery :
Compute Tray m :
Scale-up SwitthTay L /oo TTTTmTTTmTToT g
Memory Tray

Compute Tray SE=e _. -

Compute Tray :

Memory Tray !

cPU I :

Compute Tray :

ComputeTray 000 |/  _~— |\ /I

Scale-up Switch Tray
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The NVIDIA Memory Layering Model

FASTEST ACCESS
Optimized

INCREASING LATENCY
Access overhead grows

HIGHEST LATENCY
Inference bottleneck

*ICMS (Inference Context Memory Storage)

G1 - GPU HBM

~Nanoseconds | Active KV

G1.5- Scale'uP Memory Unifabri2¢ PEAK INFERENCE

GPU fabric access time | Spillover Warm/Shared KV EFFICIENCY
Best perf/watt, perf/$

G2 - System DRAM

~100ns-500ns | Staging / Spillover KV

Memory

Storage

RISING ENERGY AND COST
Per token overhead increases

G3 - Local SSD / Rack-local

~Microseconds | Warm KV reuse

LOWEST EFFICIENCY
Limits Al inference scaling

G3.5 - NVIDIA ICMS / BlueField-4

Ethernet-Attached Flash Tier| Pod-Level Agentic KV reuse

G4 - Shared Object/File

~Milliseconds | Cold or shared KV context
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Recap

* Scale-up as much as you can before scaling-out
* Keep memory-semantics end-to-end

* CPUs are great for serving memory to other Compute elements
 Memory over fabrics, whether CXL, UALink, ESUN, or NVLink

* The FPU (Fabric Processing Unit) provides the necessary abstractions
* High bandwidth, low latency fabric-attached memory
* Fabric-independent
e Displacing the CXL switch and Memory Expanders
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Thankyou

UnifabriX
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Smarter Fabrics. Faster Al.
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