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Mo3va3on	
  

•  Data	
  deduplica3on	
  
eliminates	
  duplicate	
  
blocks	
  

•  Used	
  for	
  D2D	
  backup	
  	
  	
  	
  
(95-­‐%-­‐98%	
  redundancy)	
  

•  Fingerprints	
  are	
  oNen	
  
used	
  to	
  iden3fy	
  duplicate	
  
blocks	
  

•  Fingerprint	
  lookups	
  limit	
  
throughput	
  	
  
(disk	
  seek	
  3me)	
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Ques3on:	
  

Are	
  Solid	
  State	
  Drives	
  a	
  way	
  out	
  of	
  
the	
  

disk	
  boTleneck?	
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Solid	
  State	
  Drives	
  

•  Here:	
  based	
  on	
  Flash	
  memory	
  
•  High	
  random	
  read	
  performance	
  
•  Usually:	
  slow	
  random	
  writes	
  

•  Naive	
  approach	
  of	
  simply	
  storing	
  index	
  on	
  SSD	
  
would	
  fail	
  

„An	
  alterna*ve	
  approach—storing	
  the	
  index	
  in	
  
Flash	
  memory—	
  would	
  eliminate	
  seek	
  cost	
  for	
  
reads	
  but	
  greatly	
  increase	
  it	
  for	
  writes.“	
  [1]	
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Architecture	
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Performance	
  (MB/s)	
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Conclusion	
  

•  SSD	
  can	
  improve	
  the	
  throughput	
  of	
  
deduplica3on	
  systems	
  

•  Naive	
  approach	
  fails	
  
–  large	
  write	
  latency	
  of	
  SSD	
  

•  Move	
  write	
  opera3ons	
  into	
  the	
  background	
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Thank	
  you	
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